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Abstract

Micro datacenters (µDCs) are emerging minia-
turized datacenters poised to revolutionize dis-
tributed computing in edge environments by seam-
lessly integrating compact, modular architectures
with localized computing, storage, and network-
ing capabilities. This survey provides a com-
plete and up-to-date review of µDC. We intro-
duce a comprehensive three-layer analytical frame-
work essential for understanding and evaluating
µDC technologies: 1) The infrastructure layer em-
powers µDCs to adapt physical resources, includ-
ing compute units; 2) The platform layer pri-
oritizes middleware-driven resource orchestration,
driving improvements in computational efficiency
and energy optimization; 3) At the application
layer, µDCs are committed to delivering perfor-
mance optimizations that meet demanding require-
ments for latency, reliability, and energy efficiency.
This work synthesizes leading-edge implementa-
tions and technology trends, clearly outlining crit-
ical trade-offs, identifying significant challenges,
and defining the research frontiers vital for advanc-

ing µDC design and deployment across diverse in-
dustrial and extreme environments.

Keywords Micro Datacenter, Distributed Collab-
oration, Edge Computing

1 Introduction

The rapid proliferation of edge computing
paradigms and growing demands for localized
computation have driven significant shifts in
datacenter infrastructure. As traditional cen-
tralized datacenters struggle with limitations in
latency, bandwidth, and situational adaptability,
the concept of µDCs has emerged as a powerful
alternative to meet the challenges presented by
edge-intensive applications. µDCs are decentral-
ized computing nodes designed to offer localized
compute, storage, and network capabilities near
data sources and users. Their compact, modular,
and self-contained nature makes them ideally
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Fig. 1 An overview of promising µDC architectures

suited for a wide range of scenarios, from au-
tonomous vehicular systems [1–7] and industrial
IoT [8–10] to underwater infrastructures [11–15]
and space missions [16–22].

Despite the growing relevance and deployment
of µDCs, the field remains in a state of evolu-
tion, characterized by considerable heterogeneity
in infrastructure configurations, operational mech-
anisms, and application objectives. Consequently,
understanding the full potential and limitations
of µDCs requires a structured and comprehensive
analysis across multiple layers. To systematically
address this complexity, this survey investigates
µDCs through three critical perspectives: Infras-
tructure, Platform, and Application, each address-
ing a fundamental overarching question central to
the advancement of µDC technologies.

From an infrastructure perspective, we explore
how the physical infrastructure designs of µDCs re-
spond to diverse operational constraints posed by
various environments. As shown in Figure 1, sev-
eral promising architectures exist that involve ex-
amining compute and storage architectures, net-
work connectivity models, energy and power so-
lutions, and cooling technologies tailored to ad-
dress specific contextual challenges, such as lim-
ited physical space, environmental extremes, and
resource constraints. By analyzing real-world case

studies, the infrastructure section highlights criti-
cal trade-offs and innovative strategies employed
to ensure reliability, efficiency, and adaptability
across varied deployments.

From the Platform perspective, the survey exam-
ines how µDC operational platforms effectively or-
chestrate hardware and software resources to strike
a balance between performance, energy efficiency,
and resilience. Here, we delve into the middle-
ware and operational mechanisms enabling µDCs
to dynamically manage resource allocation, adapt
to fluctuating workloads, and sustain robust opera-
tions under challenging conditions. Detailed exam-
inations of system types, configuration paradigms,
design overhead considerations, and resource man-
agement strategies provide insights into the design
patterns that govern the complexity and scalability
inherent in µDC operations.

At the Application level, the focus shifts to un-
derstanding how µDCs optimize their capabilities
to satisfy diverse, context-specific demands at the
edge. This involves analyzing how µDC archi-
tectures are adapted to distinct application sce-
narios, including latency-critical tasks such as au-
tonomous driving and robotics, reliability-critical
operations in subsea and space deployments, and
energy-constrained scenarios in remote microgrid
contexts. Through examining µDC performance in
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balancing metrics such as latency, throughput, ac-
curacy, and energy efficiency, the application-level
analysis demonstrates the effectiveness of µDCs in
optimizing computational workloads across vari-
ous spatial, temporal, and operational scopes.

This survey contributes to the existing body of
knowledge in several ways. First, it provides
a structured and comprehensive classification of
µDC technologies based on real-world deploy-
ments, systematically distinguishing among key in-
frastructural configurations, operational strategies,
and application-driven optimizations. Second, by
leveraging an integrated analytical framework or-
ganized around infrastructure, platform, and appli-
cation layers, this work offers actionable insights
into the complex interdependencies and trade-offs
inherent in µDC design and operation. Lastly, the
identification and synthesis of current technologi-
cal trends, along with clear discussions on remain-
ing challenges and potential future directions, pro-
vide valuable guidance for both researchers and
practitioners seeking to advance µDC capabilities.

The remainder of this paper is organized as fol-
lows: Section 2 provides an overview of µDC con-
cepts, typologies, and key features. Sections 3, 4,
and 5 provide detailed analyses of the infrastruc-
ture, platform, and application layers, respectively,
accompanied by in-depth case studies and compar-
ative discussions. Section 6 discusses the main op-
portunities and challenges. Finally, Section 7 con-
cludes by summarizing key findings and outlining
future research directions.

2 Micro datacenter: An Overview
Perspectives aside, it is logical for the commu-
nity to maintain diverse definitions and viewpoints
on micro datacenters while the field continues to
evolve and technical maturity is still forthcoming.

In this formative stage, all contributions carry rea-
sonable value and merit systematic discussion. To
thoroughly understand the roles and capabilities of
µDCs, it is essential to examine them through a
structured lens that incorporates their underlying
infrastructure, operational mechanisms, and appli-
cation scenarios. As shown in Table 1, this section
first categorizes representative µDC deployments
and then systematically contrasts them across three
fundamental layers, including infrastructure, plat-
form, and application.

2.1 Definition on µDC

µDCs represent a decentralized computing
paradigm that complements cloud and centralized
datacenter architectures by delivering localized
compute, storage, and networking services in
close physical proximity to end users or data-
generating sources. Unlike hyperscale or regional
facilities, µDCs [23, 24] are typically compact,
modular, and often purpose-built for autonomous
or semi-autonomous operations in constrained or
dynamic environments. The need for low-latency
processing, edge intelligence, and situational
autonomy in bandwidth-limited or mission-critical
scenarios drives this architectural decentralization.
µDCs are specifically designed to support dis-

tributed edge computing by processing data locally.
This approach reduces latency, decreases network
congestion, and improves responsiveness. Archi-
tecturally, µDCs combine essential IT resources,
including compute units and storage, with vital
subsystems for power, cooling, and environmental
protection. These systems are often customized for
use in challenging environments, such as vehicles,
offshore sites, satellites, or remote microgrids.
µDCs are distinguished from generic edge com-

puting infrastructure by four defining characteris-
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Table 1 The overview of µDC
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tics. First, their deployability is enabled by pre-
integrated, containerized architectures that facili-
tate rapid installation in resource-limited or mo-
bile scenarios [24]. Second, operational autonomy
is achieved through embedded self-diagnostic ca-
pabilities, which support automated fault recov-
ery, intelligent energy management, and remote
orchestration—capabilities essential for unmanned
operations [25]. Third, environmental resilience
is paramount due to atypical deployment envi-
ronments, including underwater installations like
Microsoft Natick [13], spaceborne platforms such
as HPE’s Spaceborne Computer-2 [26] and Space
Microdatacenter [16], and vehicular integrations
like NVIDIA’s automotive edge systems [1, 27].
These scenarios demand robust tolerance to ther-
mal fluctuations, mechanical shocks, and unsta-
ble power conditions. Finally, µDCs feature ar-
chitectural scalability, operating both as standalone
micro-nodes and as federated clusters spanning ge-

ographic regions, from nano-clusters for remote
IoT sensing [28] to large-scale deployments within
urban smart grid infrastructure.

Unlike centralized cloud datacenters, which are
optimized for global resource pooling, workload
consolidation, and economies of scale, µDCs prior-
itize spatial locality, tight vertical integration, and
operational autonomy. Their edge-centric place-
ment makes them well-suited to latency-critical
workloads such as edge-native AI inference, in-
dustrial control, emergency response, and inter-
mittently connected analytics. Although related
to edge, fog, and cloudlet paradigms, µDCs dif-
fer in their concrete embodiment and system focus:
fog denotes architectural layering and workload
placement across the cloud–edge continuum, and
cloudlets emphasize localized compute for mobile
users. By contrast, µDCs are physically bounded,
infrastructure-defined nodes that deliver services
autonomously or semi-autonomously under non-
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Table 2 The abbreviation used in this survey

Abbr. Full Term
μDC Micro Data Center
MEC Multi-access Edge Computing
IIoT Industrial Internet of Things
SoC System on Chip
VM Virtual Machine

STSU Single Task, Single User
STMU Single Task, Multiple Users
MTSU Multiple Tasks, Single User
MTMU Multiple Tasks, Multiple Users

PDU Power Distribution Unit
NIC Network Interface Card

FPGA Field Programmable Gate Array
NPU Neural Processing Unit
GPU Graphics Processing Unit
CPU Central Processing Unit
DMA Direct Memory Access
DNN Deep Neural Network
BE Best-Effort
LC Latency-Critical

RISC Reduced Instruction Set Computer
UPS Uninterruptible Power Supply

AR/VR Augmented Reality / Virtual Reality
QoS Quality of Service

LPWAN Low-Power Wide-Area Network

ideal field conditions.
In this survey, we adopt a broad yet principled

scope: an µDC is defined as any logically au-
tonomous, physically bounded, and infrastructure-
constrained data processing system deployed in
spatial separation from core cloud facilities. It
must provide computing, storage, and network ca-
pabilities with a degree of self-containment, situa-
tional adaptability, and operational granularity ap-
propriate for edge-intensive workloads. To facili-
tate comprehension, we have compiled all abbrevi-
ations used in this work in the Table 2.

2.2 µDC Typologies

The wide range of micro datacenter deployments
highlights the diverse requirements of edge com-
puting across various sectors, including industry,
transportation, urban infrastructure, and remote en-
vironments. To systematically characterize this
diversity, we categorize µDCs into six primary

types based on the deployment. These typologies
span environments from highly mobile and energy-
constrained sites to harsh underwater and orbital
scenarios, each presenting unique technical chal-
lenges and innovation opportunities. This frame-
work facilitates a comprehensive and comparative
understanding of µDC technologies, informing fu-
ture research directions.

Vehicular µDC [1–7]: Deployed within mo-
bile platforms such as autonomous vehicles, pub-
lic transit systems, and unmanned aerial vehicles,
Vehicular µDCs are optimized for high mobility
and real-time perception-compute-actuation loops.
These systems are engineered to deliver ultra-
low latency inference, multi-modal sensor fusion,
and autonomous decision-making under stringent
power and thermal constraints.

IIoT µDCs [8–10]: Engineered for deploy-
ment within factories, refineries, or other mission-
critical industrial environments, IIoT µDCs em-
phasize real-time control, edge analytics, and high
availability. They typically feature ruggedized en-
closures, redundant networking, and integration
with industrial control systems.

MEC Units [29–35]: Co-located with cellular
base stations or metro network edges, MEC Units
serve as low-latency offloading nodes for telecom
networks, enabling AR/VR, video streaming, and
mobile AI workloads.

Microgrid µDCs [36–40]: These µDCs function
in energy-constrained or off-grid settings and in-
tegrate with localized renewable or hybrid power
systems, including solar, batteries, and diesel.
These µDCs offer enhanced energy autonomy,
scalable storage, and efficient thermal solutions.

Underwater µDCs [11–15]: Installed on the wa-
terfloor, these µDCs address physical security, ther-
mal management, and latency requirements for
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maritime or coastal data workloads. These µDCs
leverage passive liquid cooling, sealed container-
ization, and remote-controlled diagnostics.

Space µDCs [16–22]. Designed for operation
in orbital or extraterrestrial environments, Space
µDCs must withstand radiation, vacuum, extreme
temperature variation, and limited communication
windows. These systems are deeply autonomous,
fault-tolerant, and energy-optimized.

2.3 Key Features

The inherent operational complexity and contex-
tual heterogeneity of µDCs demand a system-
atic framework for analyzing their architectural
paradigms, operational behaviors, and application-
specific requirements. This survey proposes a
tripartite analytical model that decomposes µDC
ecosystems into three interdependent strata, includ-
ing underlying infrastructure, operating platform,
and application scenarios. This stratification en-
ables comprehensive system characterization, fa-
cilitates insights into cross-layer optimization, and
supports generalized comparisons across diverse
µDC implementations.

Infrastructure. As detailed in Section 3, this
foundational stratum governs the physical and re-
source constraints defining µDC capabilities. Its
composition spans four critical domains: com-
putational units paired with storage architectures
that collectively dictate workload compatibility
and processing reliability; network infrastructure
differentiating between wired and wireless connec-
tivity paradigms with distinct bandwidth-latency
profiles that determine edge device interoperabil-
ity; energy provisioning systems balancing grid de-
pendence, renewable integration, and backup solu-
tions to ensure operational continuity in resource-
constrained environments; and thermal manage-

ment architectures employing air-based, liquid-
cooled, or spatial heat dissipation strategies that in-
trinsically couple with hardware form factors and
energy budgets. These elemental components es-
tablish the physical boundaries for scalability, de-
ployment flexibility, and operational sustainability.

Platform. Section 4 examines this middle-
ware stratum, which orchestrates the utilization
of hardware resources through software-defined
control mechanisms. Three pivotal operational
dimensions emerge: virtualization architectures
differentiate between bare-metal, VM-based, and
containerized implementations, with correspond-
ing performance-security tradeoffs; configuration
methodologies employ static, dynamic, or hybrid
control paradigms to adapt to fluctuating workload
demands and environmental variations. This plat-
form layer functions as the intelligent intermediary,
translating physical infrastructure capabilities into
dynamically allocatable service resources.

Application. The operational validity of µDCs,
culminating in their capacity to execute latency-
sensitive, autonomous workloads under stringent
performance constraints, as analyzed in Section 5.
Application profiles manifest through four discrim-
inative characteristics: service criticality spectrum
ranging from best-effort to mission-critical task ex-
ecution; optimization vectors prioritizing through-
put maximization, energy conservation, or infer-
ence accuracy enhancement; spatiotemporal con-
straints dictating geographic distribution patterns
and real-time response requirements; multi-scale
optimization techniques spanning from data-layer
model compression to system-wide orchestration,
each introducing distinct operational tradeoffs be-
tween computational efficiency and result fidelity.
These application-driven parameters ultimately de-
termine resource allocation strategies while expos-
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ing inherent limitations in synchronization over-
head and accuracy degradation.

We begin with typology-specific practical pri-
orities to ground the discussion before abstract-
ing metrics into a general framework. Perfor-
mance metric priorities vary across micro datacen-
ter typologies. Vehicular µDCs emphasize ultra-
low tail latency, seamless mobility continuity, and
deterministic isolation for mixed-criticality work-
loads, while also prioritizing energy efficiency in
accelerator-rich configurations [3,5,6]. IIoT µDCs
prioritize very high availability, tightly bound jit-
ter for control stability, conservative thermal safety
margins, and predictable energy profiles over sus-
tained operation [10]. MEC units aim to achieve
high aggregate goodput, stable multi-tenant isola-
tion, efficient site-level power usage, and sustained
server utilization during peak demand [32,33]. Mi-
crogrid µDCs optimize the relation between en-
ergy and computation, sustain autonomous oper-
ation under renewable supply, and preserve ser-
vice stability under significant power variability
[36, 38]. Underwater µDCs operate within sealed
thermal envelopes with liquid cooling as the pri-
mary mechanism, maintaining high service avail-
ability, and exhibit end-to-end performance shaped
by the subsea path length and protocol overheads
over fiber links [13, 15]. Space µDCs optimize for
long-duration autonomous operation and radiation-
tolerant fault handling with timely recovery, em-
phasize task-level energy efficiency on special-
ized processors, and employ bandwidth-efficient
offloading through aggressive compression under
downlink constraints [16].

Motivated by these typology-specific require-
ments, this survey consolidates performance met-
rics across existing studies and, by synthesizing es-
tablished reporting practices, develops a compre-

hensive attribute-oriented framework for compar-
ing edge and micro datacenters. Reported metrics
consistently organize into six attributes: 1) Service
quality focuses on tail latency behavior, stability at
high percentiles, and compliance with stated ser-
vice level objectives. 2) Resource efficiency re-
flects useful work per unit energy and effective uti-
lization across compute, memory, and network. 3)
Sustainability encompasses power usage effective-
ness, thermal design margins, and capacity to inte-
grate renewable energy at the site. 4) Reliability
and resilience are assessed through failure char-
acteristics, recovery capability, and continuity of
service during faults and upgrades. 5) Adaptabil-
ity and scalability consider autoscaling responsive-
ness, sensitivity to interference, and elasticity un-
der fluctuating demand and changing topology. 6)
Economic efficiency evaluates cost per unit work
and cost per successful outcome. Although indi-
vidual studies instantiate these attributes with het-
erogeneous measures and system boundaries, the
framework provides a unified taxonomy for com-
parative analysis aligned with the priorities above.

To operationalize this framework, performance
characteristics manifest hierarchically across three
operational levels. At the infrastructure level,
choices in accelerators, memory hierarchies, net-
work topologies, power delivery, and cooling es-
tablish fundamental limits on throughput, latency,
energy draw, and safe operating temperatures,
thereby defining the achievable envelope before
software policies are applied. At the platform level,
container orchestration, topology-aware schedul-
ing, quality-differentiated networking, reactive au-
toscaling, and non-disruptive update mechanisms
shape tail latency distributions, service attainment,
multi-tenant utilization, and fairness, translating
raw capacity into delivered performance under re-
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alistic contention. At the application level, work-
load semantics determine which attributes are most
dominant. Latency-sensitive control loops empha-
size tight tail stability, low jitter, and strong session
continuity, whereas batch analytics focuses on sus-
tained throughput, high accelerator utilization, and
energy proportionality across the load range.

Because micro datacenters operate under edge-
specific constraints, conventional metrics must be
recalibrated to remain decision-useful. Mobil-
ity introduces strict budgets for handover events,
bounded state migration overheads, and strong re-
quirements for session preservation during context
transition. Energy and thermal considerations ex-
tend beyond campus-level reporting to site-level
battery autonomy, local renewable contribution,
and passive cooling capability at a given volumet-
ric density, with attention to safe thermal margins
within enclosure constraints. Reliability must re-
flect limited on-site maintenance, which elevates
the importance of rapid remote recovery, controlled
upgrade risk, and repair actions that are feasible
under constrained physical access. Reduced scale
motivates micro PUE reported at rack or pod gran-
ularity, emphasizing local efficiency rather than
facility-level aggregates and enabling finer attribu-
tion of power and cooling improvements. Together,
these adjustments link practical priorities to a sta-
ble comparison vocabulary and to concrete levers
across system levels.

3 µDC Infrastructure

3.1 Performance Metrics

This section highlights the core infrastructure en-
abling µDCs, focusing on compute, networking,
structure, power, and cooling. Table 3 sum-
marizes representative deployments carefully se-

lected to reflect diversity across use cases and
technical challenges. Vehicular µDCs demonstrate
mobile, automotive-grade integration [1, 41, 42].
IIoT µDCs illustrate ruggedized, containerized so-
lutions for industrial edge environments [10, 43,
44]. MEC units showcase telecom-integrated, low-
latency platforms [45–47]. Microgrid µDCs are
chosen for their emphasis on sustainable power and
flexible deployment [36, 40, 48]. Underwater and
space-based µDCs represent advances in resilient
and remote-edge computing [13, 16, 20, 49]. These
examples together capture the breadth of µDC de-
sign strategies and the key considerations that in-
form their infrastructure choices.

3.2 Compute and Storage

The computational foundation of an µDC de-
termines performance, latency, energy efficiency,
and the capacity to support heterogeneous work-
loads. Common compute architectures include
server clusters, SoC clusters, and wafer-scale units,
each with distinct tradeoffs in performance, power,
and integration density. Across deployments, these
configurations aim to balance workload demand
against resource limits. Platform choice shapes the
outcome: server-based nodes improve multitenant
fairness despite virtualization overhead; SoC clus-
ters reduce cold start penalties and stabilize tail la-
tency under tight power budgets; wafer-scale units
deliver maximal throughput density at narrower
thermal margins.

Compute Unit. Most µDCs adopt clustered
server architectures built on processors with vir-
tualization support, offering flexibility and broad
compatibility across MEC and subsea deployments
[46, 50]. Lightweight SoC-based designs, preva-
lent in vehicular and IIoT settings, deliver superior
energy efficiency and compact footprints [25, 42,
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Table 3 Detailed Infrastructure Features and Representative Cases of µDC Deployments.
Compute/Storage Network Structural Cfg. Energy Cooling

Vehicular μDC

Nvidia DRIVE Thor [1] So. C S Wls M L Mo. SO H B A Air

Serverless Vehicular [41] Ser. C-G L Wls M L R SU G U/Ge A Air

Mobileye [42] So. C-N L Wls H L Mo. SO H B A Air

IIoT μDC

FogROS [10] Ser. C-N S Wd H L Con. SO G U A Air

Schneider R-Series [43] Ser. C-G L Wd H L Con. SU G U A Air

Dell VxRail OT Edge [44] Ser. C-N S Wd H L R SO G U A Air

MEC Unit

Wafer-Scale Computing [45] W C-G S Wd H L Mo. SU G U/Ge A Air

AWS MEC [46] Ser. C S Wls H L R SO G U/Ge A Air

Verizon 5G Edge [47] Ser. C-N S Wls H L R SO G U/Ge A Air

Microgrid μDC

Liquidstar Waypoint [48] So. C L Wls M M Con. SO R B P Liq.

Urban μDC [36] Ser. C-G L Wd M M Mo. SO H B A Air

Junkyard Computing [40] Ser. C L Wls M M Con. SO H B A Air

Underwater μDC
Project Natick [13] Ser. C L Wd H L Con. SU R - A Liq.

Subsea Cloud Pod [49] Ser. C L Wd H L Con. SO G B P Liq.

Space μDC
Tiansuan Constellation [20] W C-N L Wls L H Mo. SU R B P Sp.

Space Microdatacenter [16] So. C-G L Wls L H Mo. SU R B P Sp.

μDC
Typologies

Typical
Cases

(S
er

ve
r/

So
C/

W
af

er
)

Co
m

pu
te

 U
ni

t

H
et

er
og

en
ei

ty
(C

PU
/G

PU
/N

PU
/F

PG
A)

St
or

ag
e 

Ty
pe

(L
oc

al
/S

ha
re

d)

Co
nn

ec
tiv

ity
 T

yp
e

(W
ire

d/
W

ire
le

ss
)

Ba
nd

w
id

th
 C

ap
ac

ity
(H

ig
h/

M
ed

iu
m

/L
ow

)

La
te

nc
y 

Ex
pe

ct
at

io
n

St
ru

ct
ur

e 
Fa

ct
or

(C
on

ta
in

er
/R

ac
k/

M
od

ul
ar

)

Sc
al

ab
ili

ty
(S

ca
le

-O
ut

/S
ca

le
-U

p)

En
er

gy
 S

ou
rc

e

En
er

gy
 B

ac
ku

p

Co
ol

in
g 

Ty
pe

Co
ol

in
g 

So
ur

ce

(B
at

te
ry

/U
PS

/G
en

er
at

or
)

(G
rid

/R
en

ew
ab

le
/H

yb
rid

)

(P
as

siv
e/

Ac
tiv

e)

(A
ir/

Li
qu

id
/S

pa
ce

)

(H
ig

h/
M

ed
iu

m
/L

ow
)

48, 51]. A small but growing segment now lever-
ages wafer-scale systems to sustain high-density
AI workloads [24, 45]. In practice, stronger iso-
lation improves SLO adherence under contention,
whereas lean software stacks curb orchestration
overheads that often dominate tail latency.

Heterogeneity. µDC platforms integrate het-
erogeneous compute resources, including GPUs,
ASICs, and FPGAs, to support latency-sensitive
applications such as perception, robotics, and
industrial control. This architectural diver-
sity often requires hardware-aware scheduling
and accelerator-specific service partitioning.
Hardware-aware partitioning raises goodput at
fixed power budgets and bounds interference
across accelerators.

Storage Type. In terms of storage, server-
class µDCs typically employ shared or distributed
storage solutions to facilitate service migration,

caching, and data replication across nodes [46, 47,
49]. SoC-based and off-grid µDCs generally use
local, isolated storage for simplicity and opera-
tional autonomy [25, 48]. This trade-off manifests
in failover time and energy efficiency—shared stor-
age accelerates migration but may exacerbate ac-
cess tails, whereas local storage favors autonomy
at the expense of longer recovery latencies.

3.3 Network Connectivity

Robust, context-aware networking is crucial for
µDCs, especially in distributed, mobile, or re-
mote environments. Network infrastructure shapes
bandwidth and latency, and also governs integra-
tion across edge-to-cloud and edge-to-edge topolo-
gies. Key performance drivers include link asym-
metry, which raises tail latency; queueing behav-
ior, which sets jitter bounds; and mobility support,
which determines handover continuity.
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Connectivity Type. µDCs employ various com-
munication models that combine both wired and
wireless interfaces. Wired connections such as
Ethernet and optical fiber are common in fixed-
location deployments, particularly in MEC sys-
tems and subsea infrastructures [13, 43]. Wire-
less communication, including 5G, V2X, Wi-Fi,
and LoRa, is frequently used in vehicular and IIoT
µDCs to support mobility and deployment flexibil-
ity [1, 25, 42, 48].

Bandwidth Capacity. Serve and telecom-grade
µDCs typically operate under high-bandwidth en-
vironments, especially those supported by fiber or
5G backhaul [46,47]. Medium-bandwidth configu-
rations are found in Wi-Fi-based IIoT deployments
[25, 51], while µDCs in rural or solar-powered set-
tings often operate with limited bandwidth through
satellite or LPWAN links [48, 49].

Latency Expectation. The latency requirement
of µDCs varies by workload type. Vehicular and
MEC-based µDCs prioritize low-latency response,
often under 10ms [1, 6, 42], IIoT and edge robotic
systems operate within medium-latency ranges
[25, 51], whereas high-latency tolerance is accept-
able in remote, underwater, or batch-oriented de-
ployments [49, 50] where real-time responsiveness
is not critical.

3.4 Structural Configuration

The physical structure of µDC’s infrastructure re-
flects its environmental constraints, deployment
modality, and maintenance requirements. Struc-
ture directly impacts thermal headroom, airflow ef-
ficiency, and service accessibility—jointly deter-
mining availability and recovery time.

Structure Factor. In most cases, µDCs adopt
one of three form factors: rack-mounted enclo-
sures, containerized systems, or modularized edge

units. Rack-based installations dominate conven-
tional deployments in controlled industrial, tele-
com, and edge-cloud environments. Systems such
as the Schneider R-Series and the Dell VxRail
OT Edge utilize standard 19-inch racks or wall-
mounted enclosures to ensure compatibility with
existing IT infrastructure [43]. Containerized
µDCs are favored in harsh environments or mo-
bile use cases. Project Natick and Subsea Cloud
Pod deploy sealed containers underwater [49, 50],
whereas off-grid deployments, such as Liquid-
star Waypoint, utilize lightweight pods designed
for solar-powered microgrids [48]. Modular units
emphasize field-assembled scalability and hot-
swappable nodes, often tailored for telecom or ru-
ral applications [46].

Scalability. From a scalability perspective, most
µDCs favor scale-out architectures, in which ad-
ditional units or modules are deployed laterally to
increase the system’s computing capacity. This
applies to telecom-grade MEC systems and mi-
crogrid nodes alike. In contrast, a few systems
rely on scale-up designs, vertically enhancing com-
pute density within fixed enclosures, such as wafer-
scale systems or space-constrained vehicular µDCs
[1, 7]. Streamlined designs reduce mean time to
repair, while scale-out architectures improve elas-
ticity with coordination overhead, and scale-up
approaches concentrate thermal density, requiring
careful margin management.

3.5 Power and Energy

Power supply is foundational to modern micro
datacenter design. Scarcity of power resources
presents the primary bottleneck, constraining scal-
ability, high-performance computing support, and
deployment feasibility. Crucially, power architec-
ture choices, from grid dependency to modular re-
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newables and distributed storage, directly deter-
mine µDC cost-effectiveness, expansion capacity,
carbon footprint, and environmental sustainability
[52]. A robust power system is therefore essen-
tial for enabling incremental growth, integrating
green energy, and ensuring resilience during dis-
ruptions. Innovations such as hybrid power provi-
sioning and intelligent management are crucial for
achieving a balance between reliability, efficiency,
and environmental sustainability goals [53]. Key
metrics span autonomy duration, ride-through ca-
pability during undervoltage events, switchover re-
covery time, and micro-PUE at rack scale.

Energy Source. µDCs typically adopt one of
three energy sourcing strategies: grid-connected,
renewable-powered, or hybrid configurations.
Grid-powered µDCs are common in industrial and
telecom deployments, leveraging stable utility ac-
cess to ensure consistent operation. Notable exam-
ples include the Schneider R-Series, AWS MEC,
and EdgeX Foundry, all of which draw electric-
ity from municipal or enterprise grids [43, 46, 51].
In contrast, renewable-powered µDCs are designed
for off-grid or sustainability-driven scenarios; for
instance, Liquidstar Waypoint operates entirely on
solar energy for both compute and storage func-
tions [48]. Microgrid solutions, such as the RISE
Smart Microgrid, integrate solar arrays with real-
time energy management systems. Hybrid mod-
els combine solar generation, battery storage, and
backup grid or diesel input to maximize reliability
and operational resilience. These choices affect tail
stability under supply fluctuations and determine
levelized energy costs.

Energy Backup. To ensure operational continu-
ity during power outages, most micro datacenters
incorporate battery-based or UPS-backed reserves
for short-term backup [54]. Traditional UPS sys-

tems are standard in grid-connected installations,
while battery-only solutions are favored in mobile
or embedded µDCs, such as those from Mobileye
and Liquidstar [42, 48]. For extended backup in
remote or demanding environments, diesel genera-
tors are often deployed to provide sustained power
availability. Critical measures include ride-through
duration and recharge time to restore SLO capacity.

3.6 Cooling System

Cooling system design in µDCs requires careful
optimization of thermal efficiency within structural
and environmental constraints. Unlike traditional
datacenters, which employ complex, centralized
cooling infrastructures, µDCs integrate thermal
management directly within each modular con-
tainer unit as an essential architectural component
[53]. This integration fundamentally defines op-
erational boundaries: cooling effectiveness estab-
lishes safe operating margins, determines hotspot
mitigation rates, and influences long-term reliabil-
ity through thermal stress cycles.

Cooling Type. µDCs implement either pas-
sive or active cooling strategies, depending on
deployment requirements. Passive cooling pre-
dominates in lightweight, low-power deployments
such as Liquidstar Waypoint and EdgeX Foundry,
which eliminate mechanical components and uti-
lize convection and radiation for heat dissipa-
tion [48, 51]. This approach is ideal for solar-
powered, fanless, and hermetically sealed environ-
ments, where energy efficiency and silent operation
remain paramount. Conversely, server-class µDCs
processing substantial thermal loads employ active
cooling through fans, blowers, or dedicated ther-
mal loops, as demonstrated by NVIDIA DRIVE
Thor, AWS MEC, and Project Natick [1, 13, 46].
Active strategies stabilize p99 latency during load
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bursts while incurring additional power overhead,
whereas passive approaches maximize energy effi-
ciency within stricter thermal envelopes.

Cooling Source. Air cooling remains the pri-
mary choice for terrestrial µDCs owing to opera-
tional simplicity and economic viability. However,
liquid cooling increasingly serves high-density de-
ployments, including Subsea Cloud Pod [49] and
wafer-scale architectures [7,45,55,56], where com-
putational density necessitates superior heat ex-
traction capabilities. Select µDCs exploit environ-
mental thermal gradients directly; underwater de-
ployments, such as Project Natick, utilize seawa-
ter cooling [13], while future orbital platforms may
leverage the space environment’s natural thermal
dissipation properties [16]. Critical performance
indicators encompass thermal violation rate, inlet
temperature sensitivity, and enclosure micro-PUE.

Recent micro and edge datacenter cooling strate-
gies center on three key directions. First, immer-
sion and sub-ambient cooling precisely regulate
server temperatures, optimizing power efficiency
and reducing total cost of ownership without hard-
ware changes [57]. Second, modular and con-
tainerized designs with adaptive cooling, such as
in-row or overhead air delivery, minimize airflow
inefficiencies and support workload consolidation,
yielding substantial energy savings [58]. Third,
fine-grained warm water cooling dynamically ad-
justs temperature and flow at the hardware level,
while advanced cold plates with vapor chambers
rapidly relieve hotspots, enabling efficient cooling
in high-density, heterogeneous environments [59].
Together, these approaches exemplify the shift to-
ward workload-aware and energy-efficient cooling
in modern distributed datacenters.

4 µDC Platform

This section analyzes representative µDC plat-
form technologies across several key categories, as
summarized in Table 4. Hardware–software co-
designed platforms [5, 25, 56, 60–66] demonstrate
integrated approaches to balancing performance,
power, and scalability. Purely software-centric so-
lutions [6, 13, 21, 40] focus on orchestration, con-
trol, and operational flexibility. System-level and
architectural innovations [7, 16, 20, 23, 24, 55, 67]
highlight advances in resource management and
multi-tenancy. These categories, and the selected
works within them, collectively illustrate the di-
versity of µDC platform designs and the evolv-
ing requirements of edge deployments. Platform
choices influence tail behavior and SLO compli-
ance. Employ a hybrid approach, combining cus-
tom hardware with advanced software to strike a
balance between spectrum from hardware-centric
[13, 24, 45] to software-centric solutions [6, 25,
68]. Hardware-driven platforms emphasize com-
pute density, power efficiency, and tight integra-
tion, often leveraging specialized SoC clusters or
wafer-scale chips, such as Tesla Dojo [7], Cerebras
CS-2 [56], and the UCLA&UIUC Waferscale-Chip
[55], to optimize performance, energy, and cost
tradeoffs. In contrast, software-centric systems
prioritize flexibility and compatibility with cloud
native and middleware ecosystems, enabling dis-
tributed orchestration, containerization, and multi-
tenancy. Some solutions [5,20,24] employ a hybrid
approach, combining custom hardware with ad-
vanced software to strike a balance between perfor-
mance, energy efficiency, and deployment agility
for embedded or edge applications. From a per-
formance standpoint, hardware-centric stacks tend
to compress tail latency and improve energy effi-
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Table 4 Platform-Level Design Patterns, Parameter Settings, and Resource Management Techniques in µDCs.

Platform Institution Type
(HW/SW)

Overhead
(Perf/Power

/Cost/)

Parameter Setting
(Static/Dynamic

/Hybrid)

Resource Mgmt.
(Non/VM/Container)

Data Flow
(Aggregation/Sharing

/Offloading)

Control Pattern
(Distributed/Centralized

/Hierarchical)

Multi-Tenancy
(STSU/MTSU

/STMU/MTMU)
A2 System [5] Academic HW+SW Perf H Non O C STSU
ASADI [60] Academic HW+SW Perf+Power H Non A Hi STSU
Cerebras CS-2 [56] Industry HW Cost H Non O D MTMU
CLOUDS-Pi [61] Academic HW+SW Cost+Perf D VM Sh C MTMU
DOME MicroDC [62] Industry HW Cost S Non A+O Hi STSU
FogROS 2 [25] Industry SW Perf H VM/Container O C MTMU
FORMS [63] Academic HW Perf+Cost H Non A Hi STSU
In-Situ AI [64] Academic HW+SW Perf+Power+Cost D VM/Container A+O Hi MTMU
InS-RA [65] Academic HW+SW Perf+Power D VM/Container A Hi MTMU
InSURE [66] Academic HW+SW Perf+Power+Cost H VM/Container A+O Hi MTMU
Jigsaw System [6] Academic SW Perf H Non A+Sh C MTMU
Junkyard Computing [40] Academic HW+SW Perf+Power+Cost D Container Sh+O Hi MTMU
Project Natick [13] Industry HW Cost S Non O C MTMU
SatelliteFL [21] Academic HW+SW Power H Non A C STSU
SoC-Cluster [23] Academic HW+SW Perf H Container A+O D MTMU
SoCFlow [24] Academic HW+SW Perf+Power H Non A+O Hi MTMU
Space μDC [16] Academic HW+SW Power H Container O Hi MTMU
StarlingX [67] Industry SW Perf H Container A+O Hi MTMU
Tesla Dojo Chip [7] Industry HW Cost S Non Sh C STSU
Tiansuan Constellation [20] Academic HW Power H Container O Hi MTMU
UCLA&UIUC Chip [55] Academic HW Power+Cost H Non A Hi STMU

ciency at high load, whereas software-centric ap-
proaches expand adaptability at a measurable or-
chestration cost.

The design overhead of µDC platforms varies
according to system objectives, including perfor-
mance, power consumption, cost, or combinations
thereof. High-performance and energy-efficient
designs [5, 24, 40] are tailored for latency-sensitive
and resource-constrained edge scenarios. Wafer-
scale architectures, such as Tesla Dojo [7], tar-
get cost-effective scaling, while the Cerebras CS-
2 optimizes for high-throughput AI inference [45,
56]. Software-oriented platforms, such as Star-
lingX [67] and FogROS 2 [25], focus on plat-
form resilience, orchestration reliability, and elas-
ticity. Notably, platforms like Junkyard Com-
puting prioritize comprehensive efficiency under
resource-constrained and cost-sensitive conditions,
reflecting practical deployment concerns. Critical
measurements include cold start latency, context-
switch overhead, convergence time, and amortized
cost per task.

µDC platforms employ diverse parameter-
setting strategies, ranging from static [13, 62] to
dynamic [25, 61, 67] and hybrid configurations
[24, 40, 45]. Dynamic and hybrid strategies enable
real-time policy adaptation, including resource al-
location, energy management, and service priori-
tization, thereby enhancing elasticity and robust-
ness in unpredictable edge environments. Static
configurations are typically found in isolated, long-
duration deployments where system adaptability
requirements are minimal. Dynamic configura-
tions exhibit reconfiguration latency and potential
oscillation that must be balanced against improved
steady-state efficiency.

Resource management in modern µDCs predom-
inantly utilizes container-based orchestration, en-
abling lightweight deployment, modular scaling,
and improved fault isolation [16, 20, 23, 40]. Sev-
eral platforms support both virtual machine and
container paradigms [25], facilitating seamless in-
tegration of hybrid edge-cloud environments. Non-
virtualized [5, 21, 24, 45, 62] resource management
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Fig. 2 A taxonomy of tenancy-based architectures for re-
source management of µDCs

is generally reserved for highly specialized or ultra-
low-power designs, minimizing system overhead
for maximum efficiency.

Data flow models in µDC platforms include ag-
gregation, sharing, and offloading, tailored to di-
verse application requirements. Control patterns
range from centralized and distributed to hierar-
chical. Aggregation and offloading are crucial for
edge-cloud collaboration, enabling low-latency in-
ference and batch analytics, while distributed or hi-
erarchical control schemes enhance network auton-
omy, resilience, and scalability.

Following recent proposals for resource manage-
ment architectures that often feature finely divided
hierarchies or functionalities, and building on clas-
sifications based on the number of physical and
logical layers [69], we introduce a new taxonomy
for µDC platforms centered on task and user char-
acteristics. The task dimension refers to the num-
ber and nature of computational workloads concur-
rently managed on the platform, which impacts the
granularity of resource allocation. The user dimen-
sion defines the user concurrency model and asso-
ciated access policies, directly influencing interac-
tion patterns and isolation requirements. Based on
these axes, multi-tenancy in µDCs can be classified
by the number of tasks supported on a given plat-
form, resulting in four fundamental models:

• Single Task, Single User (STSU): The µDC

platform executes a single task for a single
user. Both the task and the user have exclu-
sive access to the hardware, which is typical
for dedicated deployments.

• Single Task, Multiple Users (STMU): The
µDC runs one task that serves multiple users.
While the application remains exclusive, the
system accommodates multiple simultane-
ous user requests.

• Multiple Tasks, Single User (MTSU): The
platform supports several distinct tasks, but
each is dedicated to a single user, a config-
uration suitable for experimental or develop-
ment use cases.

• Multiple Tasks, Multiple Users (MTMU):
The most flexible model, in which multiple
tasks are hosted and can be accessed by mul-
tiple users, representing an ideal public edge
or µDC infrastructure with maximized re-
source sharing and efficiency.

As shown in Figure 2, the model progresses to-
ward MTMU, both the diversity of tasks and the
breadth of user access increase, supporting greater
resource sharing and system utilization. Some plat-
forms [20, 24, 34, 40, 45, 67] that support multi-
ple tasks and users are designed to enable effi-
cient resource pooling, robust isolation, and elas-
tic scheduling, making them well-suited for com-
plex, multi-tenant edge environments. In contrast,
platforms [21, 45, 62] optimized for single-task de-
ployments emphasize performance, determinism,
or operational longevity, targeting mission-specific
or dedicated workloads. This tenancy-based tax-
onomy provides a clear framework for analyzing
µDC platform capabilities, guiding both architec-
tural design and resource management strategies
across diverse scenarios.
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Table 5 Optimization Objectives, Techniques, and Limitations for µDC Application Scenarios.

Works Application
(BE/LC)

Optimal
Objective

Dimension
(Temporal/

Spatial)

Scope
(Global/

Local)

Granularity
(System/Service/

Task/Data/Model)
Technique Limitation

Aether [70] LC Performance T G Service Dynamic scheduler QoS violation
AWS Snowball Edge [71] LC Power/Energy T L Model Quantization Hardware-specific
CLOUS-Pi [61] LC Security S L Data Encrypted alert Key management
DOME MDC [62] BE Reliability S G System Edge orchestration Coordination overhead
EdgeFabric [72] BE Reliability T G Service Decentralized SGD Staleness
EdgeX Foundry [51] LC Power/Energy T L Task Adaptive sensing Sampling loss
FogROS 2 [25] LC Accuracy T L Task Stream windowing Sync overhead
InSURE [66] BE Sustainability T+S G System Energy buffering Intermittent supply
Intel Mobileye [42] LC Reliability S L Service Failover routing Delay overhead
K3S Surveillance [73] LC+BE Reliability S G Task Multi-tier task assignment Preemption risk
LiquidStar [48] BE Power/Energy T L Service Microservice fusion Service diversity
NEMO [74] LC+BE Utilization T+S L Task/System Slack, Pre-warm Fragmentation
NVIDIA Drive AGX [75] LC Perf T L Data Sensor fusion Sensor inconsistency
OCS [76] LC+BE Delay T+S G Task Online scheduling Uncertainty
OLC [77] LC+BE Cost, QoS T+S G Task Lazy caching Cold start
OpenNESS AI [78] LC+BE Performance T G Service Pipeline isolation QoS interference
PowerSync [79] LC+BE Efficiency T+S G Task Power sync and Profiling Sync delay
RRZP-Zygote [80] LC+BE Startup time T+S L Task Zygote planning Memory Exclusivity
SoCFlow [24] BE Utilization S G Model Compression Latency sensitivity
SSAP-MEC [81] LC+BE Cost, Delay T+S G Task State-aware placement Uncertainty
StarlingX [67] BE Reliability S G Task Multi-tenant model Complex policy
Wafer-Scale Computing [45] LC Perf T L Model Wafer-scale acceleration Heat density

5 µDC Application

To provide a holistic view of application opti-
mization in µDCs, Table 5 presents a compara-
tive overview of representative works, systemati-
cally categorizing the spectrum of µDC workloads,
optimization objectives, and technical approaches.
These cases are carefully selected to capture the di-
versity of real-world deployment scenarios and the
evolution of strategies for balancing performance,
reliability, energy efficiency, and system scalabil-
ity. Solutions are organized according to key di-
mensions, including temporal and spatial optimiza-
tion, local versus global management scope, and
varying levels of granularity from system orches-
tration to fine-grained data and model optimiza-
tion. This structured perspective enables direct
comparison across different µDC paradigms.

Latency-critical applications represent a major
focus within µDC deployments. Typical scenar-
ios include autonomous driving, real-time percep-
tion, and mission-critical sensor fusion, where sys-

tems must deliver ultra-low latency and high reli-
ability [25, 42, 45, 51, 70–74]. To satisfy these re-
quirements, solutions frequently incorporate tech-
niques such as dynamic scheduling, adaptive sens-
ing, and hardware acceleration, ensuring that data
is processed and responded to within strict tempo-
ral constraints. These approaches are essential in
safety-critical and interactive environments, where
any delay may directly impact system functionality
or user experience.

Best-effort workloads constitute another impor-
tant category, encompassing distributed analyt-
ics, system orchestration, and sustainable com-
puting tasks deployed in large-scale or resource-
constrained environments [13, 24, 48, 62, 67, 75].
For these scenarios, optimization strategies typi-
cally emphasize reliability, energy efficiency, and
coordination across diverse edge resources. Tech-
niques such as edge orchestration, resource com-
pression, and decentralized management frame-
works are widely adopted to improve overall sys-
tem utilization, maintain service availability, and
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adapt to fluctuating workload demands in harsh or
dynamic operating conditions.

In practice, many µDC frameworks are required
to accommodate both LC and BE tasks within a
unified platform. These hybrid or multi-tenant en-
vironments demand flexible solutions capable of
adaptive scheduling, efficient resource sharing, and
state-aware placement [61, 66, 76–81]. Such sys-
tems highlight the need for multi-objective opti-
mization, balancing competing demands for la-
tency, throughput, energy, and reliability across
heterogeneous workloads and deployment con-
texts. The increasing prevalence of these hybrid
workloads underscores the evolution of µDCs to-
ward more versatile computing infrastructures.

Across all categories, µDC optimization tech-
niques can be broadly classified into temporal
and spatial domains, each addressing distinct op-
erational challenges. Temporal optimization fo-
cuses on reducing response time and synchroniz-
ing processing intervals to meet the demands of
latency-sensitive applications. Common tempo-
ral strategies include deadline-aware scheduling,
adaptive windowing, quantization, and real-time
stream processing, as exemplified by works such
as [25, 45, 51, 71, 72]. These techniques are typ-
ically employed in scenarios requiring stringent
timing guarantees, such as real-time sensor fusion,
dynamic task assignment, or adaptive sensing in
mission-critical environments.

Spatial optimization focuses on efficiently plac-
ing workloads and allocating resources across mul-
tiple µDC nodes or distributed clusters. Represen-
tative spatial approaches include topology-aware
placement, federated coordination, workload colo-
cation, and multi-tier assignment, as demonstrated
in studies like [13, 24, 62, 67, 73]. These methods
aim to maximize resource utilization, improve sys-

tem reliability, and enhance scalability by dynami-
cally distributing tasks based on physical topology,
network state, or geographic proximity.

Notably, several optimization techniques span
both temporal and spatial dimensions, integrating
real-time responsiveness with distributed resource
management. For instance, adaptive scheduling
and online task orchestration [61, 77, 81] can dy-
namically allocate workloads in response to both
system state and application deadlines. Other ap-
proaches, such as microservice fusion [48] and
state-aware placement [78], simultaneously con-
sider timing constraints and spatial distribution to
optimize overall efficiency and resilience. This
dual-domain optimization is increasingly vital as
µDCs evolve to support complex, heterogeneous
workloads across diverse deployment scenarios.

The granularity of these optimization strate-
gies ranges from system-wide orchestration and
service-level adaptation to fine-grained task, data,
and model management, as reflected in Table 5.
This multi-level approach allows µDCs to flexibly
balance trade-offs among performance, efficiency,
reliability, and scalability. In summary, the sur-
veyed works reveal that effective µDC optimiza-
tion increasingly relies on the joint consideration
of temporal, spatial, and granular dimensions, en-
abling robust and adaptive resource management
for diverse edge computing scenarios. The sur-
veyed works collectively capture the state of the
art in µDC application optimization, revealing not
only diverse technical pathways but also common
design trade-offs and limitations. This compara-
tive analysis provides a foundation for identify-
ing future opportunities and emerging challenges
in the deployment of high-performance, resilient,
and energy-efficient µDCs.
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Table 6 Challenge–Opportunity–Technique matrix across four layers. µDC Types use numeric markers: ① Vehicular µDC;
② IIoT µDC; ③ MEC Unit; ④ Microgrid; ⑤ Underwater µDC; ⑥ Space µDC.

Layer Challenge Opportunity Key Metrics MDC Types Possible Techniques
Intermittent Power Hybrid Energy Mgmt Autonomy Hrs; mPUE ①④⑤ Solar/Wind; Supercap Buffer; Power Capping
Extreme Temperature Adaptive Cooling Op Range; Thermal Eff ①⑤⑥ PCM; Liquid Loop; Radiative Cooling
Vibration & Shock Mech Resilience Shock (g); MTBF ①③⑤⑥ Active Damping; Rugged SSDs; Shock Mounts
Pressure Variation Env Sealing Depth/Altitude; IP69K ⑤⑥ Pressure Vessel; Hermetic Seal; Pressure Equalization
Limited Volume Ultra-Dense Compute TFLOPS/L; Mass Budget ①③⑥ 3D Stacking; Immersion; Modular Chassis
Corrosion Risk Material Protection Corrosion Rate; Salt-Fog Hrs ③⑤ Conformal Coat; Ti Enclosure; Cathodic Protect
Network Partitioning Autonomous Ops Offline Duration; Consistency ①⑤⑥ Split-Brain; Local FSM; Eventual Consistency
Resource Heterogeneity Unified Orch Sched Eff; Utilization ②③④ Container Runtime; HAL; Resource Pooling
Remote Management ZTP MTTR; Automation Cov ④⑤⑥ Satlink Mgmt; OOB Access; Self-Heal Policies
Multi-Tenancy WL Isolation Perf Isolation; QoS ②③④ SR-IOV; Kata; Time-Partitioned
Firmware Updates Secure OTA Update Success; Rollback Time ①④⑥ A/B Partitions; Secure Boot; Delta Updates
Trust Establishment HW RoT Attest Latency; TPM Coverage ②③⑥ TPM 2.0; Secure Enclave; Remote Attestation
Motion Compensation Dynamic Stabilization Position Error; Comp Latency ①⑤⑥ IMU Fusion; Kalman; Predictive Comp
Bandwidth Scarcity Edge AI Local Rate; Reduction Ratio ①⑤⑥ FL; Edge Infer; Semantic Comp
Real-Time Constraints Deterministic Exec WC Latency; Jitter ①②③ Time-Triggered; RTOS; HW Timers
Safety Criticality Fail-Safe Ops SIL; Safe-State Time ②④⑥ TMR; Watchdog; Formal Verif
Data Sovereignty Local Processing Residency; Compliance Rate ②③④ HE; SMPC; TEE
Model Deployment Adaptive Models Accuracy; Infer Latency ②③④ Quantization; NAS; TinyML
Power–Thermal Coupling Holistic Energy Perf/W; Headroom ①④⑥ DVFS; Workload Shaping; Predictive Cooling
End-to-End Reliability Mission Assurance Avail (9s); MTBSI ②⑤⑥ BFT; C/R; Diversity
Observability Gaps Distrib Diagnostics Telemetry Cov; Detect Rate ①③⑤ Tracing; Black-Box Logging; Synthetic Mon
Resource Scarcity X-Layer Optimization Resource Eff; SLA Hit Rate ①⑤⑥ Hierarchical Control; Game-Theoretic; ML Orchestration
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Abbr.: mPUE = micro Power Usage Effectiveness; TFLOPS/L = teraFLOPS per liter; MTBSI = mean time between service incidents; RoT = (hardware)
root of trust; ZTP = zero-touch provisioning; OOB = out-of-band; C/R = checkpoint/restart.

6 Challenges and Opportunities

The ongoing evolution of µDCs presents both
compelling possibilities and formidable challenges
that span infrastructure, platform, application, and
cross-layer integration. As µDC deployments be-
come increasingly diversified and mission-critical,
the research community faces the imperative to
reimagine both the architectural foundations and
operational paradigms that will underpin the next
generation of edge-centric data infrastructures. To
operationalize the discussion, we compile a con-
cise, layer-organized table that maps challenges
to opportunities and design directions, with cross-
layer couplings explicitly marked in Table 6.

6.1 Design Challenges

This subsection outlines the principal design chal-
lenges of micro datacenters across four layers, in-

cluding infrastructure, platform, application, and
cross-layer. It summarizes environment-driven
constraints, control plane complexities, workload
requirements, and system-wide couplings that to-
gether shape risk profiles and performance en-
velopes, providing the basis for the subsequent
mapping to opportunities and design directions.

Infrastructure Layer. Micro datacenters face
foundational constraints that shape deployment vi-
ability: 1) Intermittent power in vehicular, micro-
grid, and underwater settings elevates autonomy
and PUE concerns; 2) Extreme thermal conditions
in vehicular, underwater, and space environments
strain reliability under limited cooling capacity; 3)
Mechanical stress from vibration and shock accel-
erates wear across vehicular, edge, underwater, and
orbital installations; 4) Pressure differentials and
corrosive atmospheres in underwater, space, and
harsh edge sites require sealed, resilient enclosures
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and robust material choices; 5) Volumetric con-
straints on vehicles, edge sites, and spacecraft limit
compute density and tighten the trade off between
capacity and size.

Platform Layer. Control plane operations in
distributed edge settings encounter distinct chal-
lenges: 1) Network partitioning over intermittent,
high latency links in vehicular, underwater, and
space contexts demands coordination and consis-
tency under isolation; 2) Heterogeneous resources
across industrial IoT and edge sites complicate ab-
straction and scheduling; 3) Constrained remote
management in microgrid, underwater, and space
environments increases the need for automated re-
mediation and predictive maintenance; 4) Multi
tenant sharing requires strong performance isola-
tion to prevent SLO violations; 5) Secure firmware
provisioning with low overhead cryptographic at-
testation is essential across vehicular and industrial
IoT systems.

Application Layer. Edge applications impose
specific operational demands: 1) Platform motion
on vehicular, underwater, and space systems in-
troduces estimation drift that requires continuous
compensation; 2) Bandwidth limits drive intelli-
gent data reduction and push computation closer
to sources to reduce transmission overhead; 3) De-
terministic timing in vehicular, industrial IoT, and
edge workloads prioritizes temporal predictability
over average performance; 4) Safety critical oper-
ations in industrial IoT, microgrid, and space re-
quire verifiable failsafe mechanisms and standards
compliant certification; 5) Data residency must be
reconciled with adaptive model deployment in in-
dustrial IoT, edge, and microgrid settings to bal-
ance compliance, model evolution, and inference
efficiency.

Cross-Layer. System wide effects cut across lay-

ers and demand holistic control: 1) Power and ther-
mal coupling in vehicular, microgrid, and space
tightly links energy supply, heat dissipation, and
compute performance; 2) Mission critical reliabil-
ity in industrial IoT, underwater, and space calls
for coordinated redundancy to sustain availabil-
ity; 3) Limited observability in vehicular, edge,
and underwater settings necessitates anomaly de-
tection over compressed or sampled telemetry; 4)
Pervasive resource scarcity on vehicular, underwa-
ter, and space platforms requires adaptive alloca-
tion of compute, storage, and network as condi-
tions change.

6.2 Future Opportunities

This subsection identifies forward-looking oppor-
tunities aligned with the Infrastructure, Platform,
Application, and Cross-Layer perspectives. For
each layer, we identify concrete design directions
that address the preceding challenges and highlight
leverage points for energy autonomy, thermal and
mechanical resilience, trustworthy control, verifi-
able safety, and efficient adaptation. These oppor-
tunities align with the entries in Table 6 and high-
light where cross-layer couplings can enhance sys-
tem benefits.

Infrastructure Layer. Architectural innovations
mitigate infrastructure limits across vehicular, mi-
crogrid, underwater, edge, and space deployments:
1) Hybrid energy architectures blend renewables,
storage buffers, and smart load control to increase
autonomy [82]; 2) Adaptive thermal management
uses phase change media, liquid loops, and pas-
sive radiative paths to widen operating envelopes
[59]; 3) Mechanical hardening adds active damp-
ing, solid state storage, and isolation mounts to
improve reliability; 4) Environmental protection
with pressurized, hermetic, and pressure compen-
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sated enclosures, plus anti corrosion treatments
such as conformal coatings, specialized alloys, and
electrochemical protection, extends service life; 5)
High density packaging employs three dimensional
integration, immersion cooling, and modular de-
signs to maximize compute in constrained volumes
[83, 84].

Platform Layer. Control plane innovations
enable resilient operations across vehicular, un-
derwater, space, industrial IoT, and microgrid
systems: 1) Partition tolerant protocols sustain
progress through consensus, replication, and even-
tual consistency under fragmentation; 2) Abstrac-
tion frameworks unify heterogeneous resources
through containers, virtualization, and intelligent
pooling; 3) Autonomous lifecycle management
leverages satellite coordination, out of band con-
trol, and self healing; 4) Secure update mecha-
nisms use dual partitions, verified boot, and in-
cremental patches; 5) Isolation technologies com-
bine hardware extensions, secure containers, and
temporal partitions for predictable performance; 6)
Cryptographic trust anchors with HSMs, TEEs,
and remote attestation establish verifiable system
integrity.

Application Layer. Application layer innova-
tions address edge specific needs: 1) Inertial sta-
bilization fuses multi sensor streams with Kalman
filtering and predictive compensation to sustain ac-
curacy under motion; 2) Intelligent edge process-
ing reduces bandwidth through federated learning,
local inference, and semantic compression; 3) Real
time execution ensures temporal predictability with
time triggered architectures, specialized operating
systems, and hardware assisted scheduling [6]; 4)
Safety assurance advances certification readiness
through redundant execution, continuous monitor-
ing, and formal verification; 5) Privacy preserving

computation upholds data sovereignty with homo-
morphic encryption, secure multi party protocols,
and trusted execution; 6) efficient model adaptation
balances accuracy and resource use through quanti-
zation, architecture search, and specialized frame-
works [85].

Cross Layer. Integrated optimization strategies
deliver system wide gains: 1) Coordinated energy
management aligns voltage and frequency scaling,
workload migration, and thermal control to co op-
timize power, thermal, and performance in vehic-
ular, microgrid, and space systems; 2) Resilience
architectures maintain availability in industrial IoT,
underwater, and space through Byzantine fault tol-
erance, checkpoint recovery, and diversified redun-
dancy; 3) Efficient observability preserves visibil-
ity under bandwidth limits in vehicular, edge, and
underwater settings through sketch based teleme-
try, distributed tracing, and synthetic monitor-
ing; 4) Adaptive resource orchestration maximizes
scarce compute, storage, and network on vehicu-
lar, underwater, and space platforms using hierar-
chical control, game theoretic scheduling, and ma-
chine learning based optimization [5, 86].

7 Conclusion
µDCs are rapidly transforming the landscape
of distributed computing, offering unprecedented
flexibility, efficiency, and autonomy in edge envi-
ronments. Through a comprehensive survey span-
ning the infrastructure, platform, and application
layers, this work has elucidated the critical de-
sign factors, technical trade-offs, and deployment
paradigms that shape the current and future evolu-
tion of µDC technologies.

At the infrastructure level, µDCs are charac-
terized by their modular architectures, heteroge-
neous compute units, adaptable networking, and
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Emergence Modularization In-situ Deployment Autonomization

2005~2010 2010~2015 2015~2020 2020~Now

Datacenter in a Box: 
Sun Blackbox (2006)
IBM PMDC (2008)
BCube (2009)

Extreme-ready: 
InSURE(2015)
Project Natick (2018)
DOME MDC (2018)

Auto Management: 
Cabin Computing (2021)
Space μDC (2021)
Vertiv SmartAisle3(2024)

Standardized Prefab: 
OCP Project (2011)
AST SmartBunker(2014)
TIA-942-B update(2015)

Structural Optimization Modular Integration On-site Adaptation Autonomic Intelligence

Fig. 3 The timeline of µDCs evolution.

resilient energy and cooling solutions—each tai-
lored to address the diverse and often extreme con-
ditions of edge deployments. Platform innova-
tions, from advanced resource management mid-
dleware to hybrid virtualization and multi-tenancy
models, further enable µDCs to maximize perfor-
mance, scalability, and operational reliability in
dynamic, distributed contexts. On the application
front, µDCs demonstrate strong capability to sup-
port both latency-critical and best-effort workloads,
leveraging hardware–software co-design, cross-
layer optimization, and scenario-specific schedul-
ing techniques to meet stringent requirements for
responsiveness, energy efficiency, and reliability.

Despite these advances, the field continues to
face significant challenges, including ensuring in-
frastructure robustness under harsh conditions, re-
ducing platform management complexity, and bal-
ancing competing application-level objectives. The
integration of adaptive, intelligent orchestration
across layers, alongside advances in federated
management and distributed intelligence, will be
pivotal for the next generation of µDCs.

The evolution of µDCs over the past two decades
follows a clear progression from containerized pro-

totypes to autonomous, intelligent platforms. As
shown in Figure 3, we categorize the development
of µDC into four typical phases. Early initiatives,
such as Sun Blackbox, introduced the concept of
a portable data center in a box and sparked practi-
cal interest. Standardization then gained momen-
tum through the Open Compute Project and sys-
tems like AST SmartBunker, which set modular
prefabrication practices and enabled scalable de-
ployment. A subsequent phase established feasi-
bility in extreme environments, with Microsoft’s
underwater Project Natick and the ruggedized
DOME µDC systems demonstrating reliability un-
der harsh thermal, mechanical, and maintenance
constraints. Building on these foundations, current
platforms represented by Cabin Computing [87]
and Vertiv SmartAisle 3 integrate intelligent con-
trol, AI-driven management, and higher degrees of
autonomous operation.

Looking ahead, development is likely to accel-
erate as adaptive infrastructure, intelligent mid-
dleware, and edge native applications continue
to mature. The realization of large-scale au-
tonomous µDC networks that support cross-layer
co-optimization and self-adaptive operation can
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unlock new opportunities across industry, research,
and society. Continued innovation and collabora-
tion will be essential to close remaining gaps and to
fully capture the transformative potential of µDCs
in the emerging edge computing era.
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