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Abstract. Miniaturized artificial intelligence (AI) data centers (MAIDC)
built from high-performance embedded AI nodes have shown great promise
in accelerating next-generation edge computing applications. However,
MAIDCs are hard to design since they face more stringent thermal con-
straints due to high power densities exceeding traditional server architec-
tures, limited cooling capacity from compact form factors, and variable
conditions such as fluctuating ambient temperatures. In this work, we
take the first to explore the thermal behavior of MAIDC and present
TriCooling-Sim, a hierarchical and adaptive thermal–computation co-
simulation framework for high-density MAIDCs composed of system-
on-chip (SoC) nodes. Our design features a novel light-weight physics-
guided modeling strategy that can achieve proactive workload–cooling
co-optimization, supporting power-efficient architecture design and in-
telligent resource management. The framework allows multi-scale ther-
mal simulation across six orders of temporal magnitude and three orders
of spatial magnitude without prohibitive overhead. Validation across 16
representative MAIDC configurations shows that TriCooling-Sim attains
a mean absolute error of 1.7℃ compared with reference CFD simula-
tions while reducing simulation time by up to two orders of magnitude,
enabling both rapid design-space exploration and near-real-time opera-
tional decision-making for future MAIDC deployments.
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1 Introduction

Micro/Miniaturized AI data centers (MAIDCs) have broad applicability across
emerging domains such as space computing [1], autonomous robots [2], and
large-scale industrial IoT [3]. By integrating compute, storage, networking, and
cooling into compact, self-contained units, MAIDCs can be deployed in space-
constrained or geographically distributed environments [4, 5]. Their small form
factor and proximity to workloads reduce network latency and support latency-
critical applications, including autonomous navigation, industrial process con-
trol, and distributed AI inference. Among various architectural options, SoC



clusters have emerged as a promising foundation for MAIDC construction. De-
parting from the conventional approach of building miniaturized data centers
(that is, simply shrinking rack-scale servers), SoC-cluster-based MAIDC adopts
a grouped-SoC design that aggregates many compact modules (such as NVIDIA
Orin) into an integrated, more powerful computing fabric [5, 6]. Such a design
could offer high integration density, great modular scalability, and strong poten-
tial for power-efficient architecture design [7, 8].

The deployment of MAIDCs in edge environments presents three primary
challenges for thermal and resource management. First, high power densities re-
sult from integrating multi-core CPUs, GPUs, NPUs, and domain-specific accel-
erators within compact SoC clusters, generating significantly higher heat fluxes
than traditional server architectures [9]. Second, limited cooling capacity stems
from physical constraints on the dimensions and performance of cooling com-
ponents, including heat sinks, airflow channels, and liquid cooling systems [10].
Third, variable operating conditions, such as fluctuating ambient temperatures,
dynamic workload patterns, and shifting power budgets, create unstable ther-
mal profiles and complicate coordinated workload–cooling resource management
across networked MAIDC nodes. These combined factors establish new require-
ments for thermal design in power-efficient architectures and motivate the de-
velopment of advanced thermal modeling and control strategies [8].

Simulating the thermal behavior of MAIDCs is a non-trival task due to the
multi-dimensional nature of the problem. In the temporal domain, thermal dy-
namics ranges from microsecond-scale transients within semiconductor devices
to minute-scale cooling system responses at the facility level. In the spatial do-
main, heat transfer spans nanometer-scale conduction within chip substrates to
meter-scale convection within enclosure airflows. Furthermore, these processes
are tightly coupled across scales, requiring consistent representation of inter-
level interactions to ensure accurate prediction of workload–cooling dynamics
and effective resource allocation. The combination of temporal diversity, spatial
diversity, and multi-scale coupling makes it difficult for conventional simulation
tools—whether high-fidelity or reduced-order—to meet both accuracy and effi-
ciency requirements for networked-cluster MAIDC deployments [11,12].

To address these challenges, we propose TriCooling-Sim, a light-weight and
adaptive thermal–computation co-simulation framework designed for high-density,
SoC-based MAIDC. Unlike high-fidelity CFD solvers that incur prohibitive run-
time overheads, TriCooling-Sim delivers rapid yet physically consistent thermal
predictions, allowing designers to obtain actionable first-pass insights during
early-stage MAIDC design. The framework incorporates three key components:
(1) a three-tier modeling architecture comprising node, Module, and Cluster
levels that captures thermal phenomena at appropriate spatial resolutions while
preserving thermodynamic consistency; (2) an adaptive fidelity control mech-
anism guided by physics-informed thermal criticality metrics which selectively
refines critical regions without unnecessary computational cost; and (3) a multi-
scale coupling control subsystem that handle predictive simulation with work-
load–cooling co-optimization, allowing proactive mitigation of thermal risks un-



der dynamic workloads. Evaluations across representative MAIDC configurations
show that TriCooling-Sim attains prediction accuracy close to high-fidelity CFD
simulations while reducing runtime by orders of magnitude.

The remainder of the paper is organized as follows: Sec. 2 outlines thermal
challenges in SoC-based MAIDCs, discusses limitations of prior arts, and moti-
vates our design. Sec. 3 describes light-weight modeling, event-driven simulation
engine, and multi-scale coupling control; Sec. 4 details the experimental setup
and evaluation results. Finally, Sec. 5 concludes the paper.

2 Background

MAIDCs, increasingly deployed as compact edge infrastructures, offer low-latency
AI solutions but face stringent thermal constraints. There is a heightening de-
mand of efficient thermal modeling and resource management for heterogeneous
SoC-based MAIDCs under complex conditions [9, 13,14].

2.1 SoC Cluster based MAIDC

Table 1: MAIDCs Architecture Types and Key Characteristics
Architecture Sc. Comp. Stor. Scenario Rep.

SoC Node SU Integrated On-chip Automotive [15]
Wafer-Scale SU Wafer-level On-wafer HPC [16]
Server-Cluster SO Rack-scale Distributed Cloud [17]
SoC-Cluster SO Grouped-SoC Distributed Edge [5–7]

Note: Sc.=Scaling (SU=scale-up, SO=scale-out), Comp.=Computing, Stor.=Storage,
Rep.=Representative Works.

Table 1 summarizes four representative MAIDC architectures: SoC node,
wafer-scale, server cluster, and SoC cluster. They differ in scaling model, com-
puting paradigm, and deployment scenario, ranging from single-chip designs to
distributed clusters; among them, SoC-cluster MAIDCs combine flexibility with
energy efficiency and are well suited to thermally constrained edge settings.

Traditional small-scale data centers rely on server-grade processors, deliver-
ing strong per-node performance but with high power consumption, considerable
cooling demands, and limited adaptability in energy-constrained edge environ-
ments. Emerging paradigms such as junkyard computing [18] and SoCFlow [7]
demonstrate a different philosophy. Rather than scaling up individual nodes,
they embrace a scale-out model that interconnects many low-power System-
on-Chip nodes to collectively achieve substantial computational capacity. This
approach embodies the more is different principle, where the aggregate behav-
ior of a large, heterogeneous cluster enables new performance, resilience, and
cost-efficiency characteristics that are not attainable by simply downsizing tradi-
tional servers. By exploiting integrated accelerators and energy-efficient designs,
SoC-cluster MAIDCs can be flexibly deployed in diverse, thermally constrained
environments while supporting modern, computation-intensive edge workloads.



2.2 Core Thermal Constraints

MAIDC deployments face three primary thermal constraints that define the
requirements for cooling system design and thermal simulation.

1)High Power Density. Heterogeneous processing units (CPUs, GPUs, NPUs,
accelerators) in compact SoC clusters [5, 7, 8] create power densities exceed-
ing traditional servers [4,10]. Dense packaging increases thermal coupling—heat
propagates through shared substrates, creating significant temperature gradients
across millimeter distances [9].

2)Limited Cooling Capacity. MAIDC form factor constrains cooling compo-
nents—limiting heat sink volumes, airflow geometries, and liquid cooling config-
urations [19]. These restrictions reduce the TDP envelope versus conventional
data centers, decreasing margins for transient loads.

3)Variable Operating Conditions. MAIDCs face environmental variability (am-
bient temperature, airflow) combined with dynamic workloads and power con-
straints, creating time-varying thermal profiles that complicate management [8].

2.3 Challenges in MAIDC Thermal Modeling

The combined thermal constraints present multi-dimensional challenges for data
center thermal simulation, spanning wide spatial and temporal scales and in-
volving intricate cross-scale coupling.

1) Spatial scale diversity. Heat transfer extends across approximately three
orders of magnitude, from chip-scale interfaces to rack-scale enclosure flows. A
single high fidelity model that resolves all scales is computationally infeasible for
design iteration or real time control.

2) Temporal scale diversity. Dynamics range from second-level processor tran-
sients to minute-level HVAC responses. Current simulators either resolve fast
dynamics at prohibitive cost or preserve long horizons while missing events that
induce performance throttling.

3) Cross scale coupling. Interactions across hierarchical levels require consis-
tent boundary propagation and conservation of energy. Static partitions do not
capture dynamic coupling under varying workloads or cooling conditions.

Existing methods exhibit a fundamental trade off. High fidelity CFD deliv-
ers accuracy but demands computational resources incompatible with iterative
design or runtime use [11]. Reduced order models provide efficiency while sacri-
ficing transient fidelity and local detail [12,20]. Sustainability constraints further
compound the problem, since energy availability influences MAIDC reliability
and battery aging undermines long term operation in green datacenters [21].
These factors motivate TriCooling-Sim, a hierarchical and adaptive framework
that balances accuracy and efficiency through selective fidelity refinement, as
detailed in Section 3.

3 Simulation Framework

Before detailing the design, we note that TriCooling-Sim enables lightweight
thermal–computation co-simulation for heterogeneous SoC-based MAIDCs.



3.1 System Overview
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Fig. 1: A System overview of TriCooling-Sim

As shown in Fig. 1, TriCooling-Sim is a hierarchical adaptive thermal and
computation co-simulation framework for heterogeneous SoC-based MAIDCs. It
combines lightweight thermal modeling through a three-tier node, module, and
cluster architecture, adaptive simulation guided by a unified criticality metric,
and multi-scale coupling control that links predictive simulation with proactive
management for real-time optimization without dedicated hardware. The frame-
work’s physics-based approach enables portability to future SoC platforms with
minimal parameter recalibration.

3.2 Lightweight Thermal Modeling
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Fig. 2: TriCooling-Sim adopts a three-tier architecture.

TriCooling-Sim adopts a three-tier thermal model that maps to the physi-
cal organization of SoC clusters (node, module, and cluster), as illustrated in
Fig. 2. The objective is to preserve dominant heat transfer paths and cross-level
interactions while maintaining very low computational overhead. Each level ex-
poses clear inputs and outputs to enable asynchronous advancement and energy-
consistent coupling.

Node Level. Each SoC is modeled as an independent thermal unit with adap-
tive mesh density; finer grids focus on emerging hotspots while coarser cells
cover stable regions, and the model tracks heat flow through the package and
heat sink with resolution adjusted as workloads shift across functional blocks.
Inputs w(t),Pn(t), (T

n
amb, h

n); outputs Tn(t) and qn(t). A compact RC form



CnṪn = Pn(t) − Gn(Tn − Tn
amb1) with Gn = Kcond + hnAs aggregates con-

duction and convection. During each step, only entries associated with high
criticality cells are updated to limit cost.

Module Level. Multiple SoCs within a module share substrates and cooling
resources; inter-node heating is represented by a symmetric coupling matrix Km

identified once per mechanical design. Inputs {Tn,qn} and cooler state um (fan
curve or flow rate); outputs coupling fluxes qi←j = κij(Tj−Ti) with κij = [Km]ij
and module boundaries (Tm

amb, h
m) obtained from calibrated correlations. Only

entries for thermally active pairs are evaluated to limit cost, which preserves
interaction fidelity without full-scale simulation.

Cluster Level. The SoC cluster’s thermal environment employs simplified
CFD for enclosure airflow modeling. This level predicts ambient conditions around
modules and captures cluster-wide cooling distribution patterns without high-
fidelity component-level simulation.

Inter-level communication employs bidirectional sync: nodes send area-weighted
temperatures up for aggregation; cluster ambient conditions propagate down via
interpolation. This captures local hotspots in global cooling decisions while main-
taining real-time computational efficiency.

3.3 Adaptive Simulation Engine

We develop an adaptive simulation engine that adjusts temporal resolution and
computational effort across a three-tier hierarchy, reducing workload during
thermally stable periods and concentrating resources on critical events such as
workload migrations, cooling adjustments, and threshold violations. It spans
timescales from microsecond-level chip transients to minute-level cluster drift,
using node-, module-, and cluster-level solvers aligned with their dynamics and
adapting timesteps to local thermal gradients without global synchronization.

Spatial adaptation complements this process: nodes refine meshes around
hotspots, modules update coupling matrices only for active pairs, and clusters
adjust CFD resolution to airflow complexity. Asynchronous synchronization pre-
serves energy conservation by aggregating temperatures upward and propagating
boundary conditions downward. This coordinated temporal–spatial adaptivity
delivers accurate, responsive thermal tracking at reduced cost, enabling real-
time management in large-scale SoC clusters.

3.4 Multi-Scale Coupling Control

Unlike traditional methods that separate thermal prediction from runtime man-
agement, we integrate them in a closed-loop framework that evaluates thermal
criticality via four indicators: temperature gradients, temporal derivatives, throt-
tling proximity, and coupling strength. This composite score focuses computa-
tional resources on sensitive regions while applying lightweight models elsewhere.

Modeling fidelity is selected according to thermal risk: stable areas use fast
approximations for slow drift, while critical zones invoke detailed analysis to pre-
dict hotspot evolution. A graph neural network, trained on chip-specific opera-
tional data, accelerates these predictions without violating energy conservation.



Predictions guide control across all tiers. Nodes adjust frequencies and power
states ahead of throttling, modules redistribute cooling by modulating fan speeds
and liquid flow, and clusters optimize cold aisle temperatures and airflow to
avoid recirculation. This coordinated strategy lowers peak temperatures, reduces
cooling overhead, and sustains performance under dynamic workloads.

4 Experimental Evaluation

In this section, we evaluate TriCooling-Sim. Specifically, we want to answer three
questions:
1) To what extent does TriCooling-Sim reflect the impact of spacing, power, and
layout on thermal performance and energy efficiency?
2) Does TriCooling-Sim’s event-driven and adaptive modeling improve simula-
tion efficiency across diverse temporal scales?
3) Can TriCooling-Sim accurately predict thermal behavior under multi-level
coupling compared to CFD baselines?

Table 2: Complete DoE matrix for TriCooling-Sim validation.
ID Size Spacing Power Layout Airflow Stack HS W

(Nx×Ny×Nz) (node/mod, mm) Class Type (m/s) Config Size Profile

Validation Cases
A1 3×3×1 20 / 120 NX25 Grid 2.0 1L M Step
B1 3×3×1 20 / 120 NX25 Grid 2.0 1L M RHS
C1 3×3×1 20 / 120 NX25 Grid 2.0† 1L M Grad

Spacing Study (G-Series)
G1 3×3×1 10 / 120 NX25 Grid 2.0 1L M Unif
G2 3×3×1 20 / 120 NX25 Grid 2.0 1L M Unif
G3 3×3×1 30 / 120 NX25 Grid 2.0 1L M Unif

Power Scaling (P-Series)
P1 3×3×1 20 / 120 N10 Grid 2.0 1L M Unif
P2 3×3×1 20 / 120 NX25 Grid 2.0 1L M Unif
P3 3×3×1 20 / 120 AGX60 Grid 2.0 1L M Unif

Layout Topology (L-Series)
L1 1×9×1 20 / – NX25 Line 2.0 1L M Unif
L2 3×3×1 20 / 120 NX25 Grid 2.0 1L M Unif
L3 2×2×2 20 / 120 NX25 Cube 2.0 2L∗ M Unif

Advanced Configurations
W1 3×3×1 20 / 120 NX25 Grid 2.0 1L M Phase
F1 3×3×2 20 / 120 NX25 Grid 2.0 2L‡ M Unif
H1 3×3×1 20 / 120 NX25 Grid 2.0 1L S Unif
H2 3×3×1 20 / 120 NX25 Grid 2.0 1L L Unif

Legend: Power Class: N10 = Nano 10W, NX25 = Orin NX 25W, AGX60 =
AGX Orin 60W. Layout : Line = linear array, Grid = square matrix, Cube = 3D
stacked. Stack : 1L = single layer, 2L∗ = stacked with inter-layer coupling, 2L‡

= vertical stack with 0.7× upper airflow. HeatSink : S/M/L = Small (Rth = 3.0
K/W) / Medium (Rth = 2.0 K/W) / Large (Rth = 1.0 K/W). Workload : Unif
= uniform constant, Step = step response (0.3 → 0.9 @ t = 60 s), RHS =
rotating hotspot (period = 120 s), Grad = gradient profile, Phase = phase-
shifted sinusoidal.
†
Gradient airflow: 2.0 m/s inlet with +0.3 m/s/m gradient along x-axis.



4.1 Methodology

Platform. All experiments were conducted on a PC equipped with a Intel i9-
13900 CPU, 48 GB memory, and NVIDIA RTX-3080 GPUs.

Baseline. We compare TriCooling-Sim with a high-fidelity CFD baseline
(COMSOL Multiphysics) using steady-state/transient solvers, k–ε turbulence
modeling, and experimentally matched boundary conditions.

Configurations. The validation covers 16 representative configurations (Ta-
ble 2) across five series: spacing study (G-series), power scaling (P-series), layout
topology (L-series), advanced cooling/scheduling strategies, and baseline valida-
tion. Seven key factors are varied: layout, inter-node spacing, power class, airflow,
stacking, heatsink size, and workload profile.

Metrics. Evaluation covers: (1) Thermal : peak temperature, 95th percentile,
spatial gradient index, hotspot persistence; (2) Performance: throughput loss,
throttling events, effective frequency, QoS violations; (3) Efficiency & Fairness:
cooling-to-compute energy ratio, performance-per-watt, thermal efficiency in-
dex, mean time between thermal violations, Gini coefficient, Jain’s index, and
coefficient of variation.

4.2 Results and Analysis

To evaluate TriCooling-Sim’s effectiveness, we examine three key aspects: (1)
the influence of design parameters on thermal behavior, (2) simulation efficiency
across temporal scales, and (3) predictive accuracy under multi-level coupling.

Design Parameter Impact.To address the first question on the influence
of key design parameters, we examine spacing, power scaling, and layout effects.
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Fig. 3: G-series: Temperatures plateau beyond 20 mm spacing; larger spacing
reduces throttling and improves efficiency.

1)Spacing Effects. Inter-cell spacing variations reveal a key trade-off between
density and thermal performance (Fig. 3). Increasing spacing from 10mm to
30mm reduced peak temperature by 8.9℃ and throttling time by 61%, with di-
minishing returns beyond 20mm. Cooling efficiency improved by 14%, indicating
an optimal 20–25mm range that balances performance and overhead.

2)Power Scaling. Thermal response exhibits strong non-linearity with TDP
scaling (Fig. 4). Increasing TDP from 10W to 60W resulted in a 22.5℃ tem-
perature rise and a 17× increase in throttling, revealing a thermal cliff near



85℃. Performance-per-watt peaked at 25W before declining sharply, while the
Gini coefficient rose from 0.12 to 0.47, indicating increasing thermal inequality
at higher power levels.
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Fig. 4: P-series: Higher power increases temperatures, throttling, performance
loss, and thermal inequality (Gini).

3)Layout Topology. Linear arrays outperformed grid and stacked configura-
tions by 6.1℃ in peak temperature, achieving superior airflow uniformity (CV
= 0.18 vs. 0.31 for grid layouts) (Fig. 5)
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Advanced Configuration Performance. To answer the second question
regarding simulation efficiency across temporal scales, we evaluate advanced con-
figurations involving workload scheduling and cooling enhancements.

Phase-shifted workload scheduling reduced peak temperature by 3.4℃ and
throttling by 36% without hardware modifications, demonstrating software-based
optimization potential (Fig. 6). Enhanced heatsinks with 2× volume lowered
temperatures by 9.3℃ and reduced throttling by 72%. Vertical stacking without
dedicated inter-layer cooling imposed severe penalties, increasing temperatures
by 12.7℃ and requiring 40% performance throttling.

Validation. To address the third question on predictive accuracy under
multi-level coupling, we compare TriCooling-Sim with CFD baselines.
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TriCooling-Sim achieved a mean absolute error of 1.7℃ compared to ANSYS
Fluent, with < 3% energy balance error in 94% of test cases (Fig. 7). Transient
responses matched within 8% for thermal masses above 10 J/K, confirming both
steady-state and dynamic fidelity. Validation metrics show that 15/16 configura-
tions met MAE criteria (< 2.0℃), 14/16 satisfied energy balance requirements
(< 3% error), and all cases converged within 50 iterations. The 0.95 correlation
between temperature and throttling confirms strong physical consistency. These
results validate TriCooling-Sim’s capability to capture complex thermal interac-
tions while maintaining computational efficiency through event-driven and adap-
tive modeling. The framework enables co-optimization of workload distribution
and cooling policies, supporting resource-aware thermal management for hetero-
geneous MAIDC deployments.

These results demonstrate that TriCooling-Sim can reliably capture the ther-
mal impacts of spacing, power scaling, and layout, while achieving high effi-
ciency through event-driven and adaptive modeling. By maintaining accuracy
against high-fidelity CFD baselines under diverse temporal and spatial scales,
the framework provides a practical tool for resource-aware thermal management



in networked-cluster MAIDC deployments. The ability to co-optimize workload
distribution and cooling policies supports the design of power-efficient architec-
tures and scalable resource management strategies, enabling MAIDC operators
to meet performance and thermal SLAs across heterogeneous, geographically
distributed edge environments.

5 Conclusion

This paper presented TriCooling-Sim, an adaptive thermal–computation co-
simulation framework for high-density SoC-based MAIDCs. By bridging costly
CFD and simplified reduced-order models, it enables rapid design exploration
and near-real-time decisions through a three-tier architecture, physics-informed
fidelity control, and runtime workload–cooling co-optimization. Evaluation on
16 configurations showed a mean error of 1.7 °C against ANSYS Fluent with
up to 100× faster simulation, revealing key insights such as optimal 20–25 mm
inter-node spacing, the benefits of phase-shifted workload scheduling, and the
severe penalties (>12 °C) of vertical stacking without dedicated cooling.
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